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ABSTRACT 

 Two key criteria govern the characterization of nominal shapes for aspheric optical surfaces.  An efficient 

representation describes the spectrum of relevant shapes to the required accuracy by using the fewest decimal digits in 

the associated coefficients.  Also, a representation is more effective if it can, in some way, facilitate other processes —

such as optical design, tolerancing, or direct human interpretation.  With the development of better tools for their design, 

metrology, and fabrication, aspheric optics are becoming ever more pervasive.  As part of this trend, aspheric departures 

of up to a thousand microns or more must be characterized at almost nanometre precision.  For all but the simplest of 

shapes, this is not as easy as it might sound.  Efficiency is therefore increasingly important.  Further, metrology tools 

continue to be one of the weaker links in the cost-effective production of aspheric optics.  Interferometry particularly 

struggles to deal with steep slopes in aspheric departure.  Such observations motivated the ideas described in what 

follows for modifying the conventional description of rotationally symmetric aspheres to use orthogonal bases that boost 

efficiency.  The new representations can facilitate surface tolerancing as well as the design of aspheres with cost-

effective metrology options.  These ideas enable the description of aspheric shapes in terms of decompositions that not 

only deliver improved efficiency and effectiveness, but that are also shown to admit direct interpretations.  While it’s 

neither poetry nor a cure-all, an old blight can be relieved.   

Keywords: Optical aspheres, asphere design, asphere shape specification.   

1. INTRODUCTION 

 Even after closing our eyes to the size and geometry of the apertures (from millimeter- to meter-class and beyond, 

and with circles, hexagons, rectangles, kidney beans, etc. respectively), surface shape alone gives a rich diversity to 

technologically significant optics.  Their shapes range from everyday spherical sections to hemispheres and hyper-

hemispheres, rotationally symmetric surfaces of mild or even wild deviation from a best-fit sphere (whether that sphere 

is steep or not) and out to freeform surfaces with or without symmetries.  Characterizing all these aspheric shapes at the 

level of optical tolerances is, in principle, a straightforward challenge.  It would be overly optimistic, however, to expect 

a single solution to be universally optimal.  As reviewed in the articles by Chase
1
 and Greynolds

2
, for example, a number 

of alternatives have been considered for various contexts.  Here, we revisit the limited task of describing only run-of-the-

mill rotationally symmetric aspheres.  Although implicit, e.g. (r) = 0 , and parametric approaches, say r(p,q) , are 

workable —and more flexible candidates— this problem has typically been solved in optics by using a particular 

parametric representation where one spatial coordinate is expressed in terms of the others.  In cylindrical polar 

coordinates, in particular, we can write z = f ( , ) .  For a rotationally symmetric surface, there is no angular 

dependence, hence     z = f ( ) .  Each interface in a rotationally symmetric system is specified in part, by its axial intercept 

and its clear aperture;     f ( )  can then be taken to characterize the surface’s shape with respect to its axial tangent plane.  

The result is called the sagittal representation, and f  is generally referred to as the “sag”.  The traditional approach 

thereby reduces the problem to the characterization of one function of a single variable over a specified domain.  This is 

well suited to everyday purposes.   

 Because designers often employ the famously useful optical properties of conic sections, it is effective for general 

purposes to decompose f ( )  into a conic component with an additive departure from that conic.  The departure is 

typically expressed as a polynomial, say
3
  

 z( ) =
c

2
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The conic is characterized by just two parameters, namely the axial curvature,   c, and a conic constant, .  While odd 

powers of  are sometimes included in the sum in Eq.(1), this makes the surface non-analytic at its axial point.  

Similarly, the additive polynomial can be given a second-order term, but this leads to even greater coupling between the 

conic and the polynomial terms.  (For paraxial system analysis, when the polynomial has no second-order term, the axial 

radius of curvature of the surface is evidently just     R = 1/ c.)  On the other hand, such a representation would still be 

complete if the polynomial were to start at sixth order.  This is neither standard nor optimal, however.  As mentioned 

above, this characterization of the surface shape is completed by specification of the aperture size, i.e. a value for 
max

 

where Eq.(1) is to be used over 
  
0 < <

max
.  There are enough degrees of freedom in Eq.(1) to admit independent 

control of all even powers up to     
2M +4  (and, in fact, via  to     

2M +6).  This representation therefore gives a complete 

basis, i.e. it is sufficiently general to approximate any symmetric shape with arbitrary accuracy provided   M  is allowed 

to be large enough.  As outlined in Section 2, however, this standard form is inefficient and numerically unstable.   

 A modification that is targeted at general-purposes was introduced recently
4
.  This new approach addresses the 

weakness described in Section 2 by first adopting a measure of an asphere’s dominant characteristic of interest.  If this 

measure is taken to be the mean-square sag-based departure from the base conic, for example, we are led to options that 

use orthogonal bases.  One such option is discussed in Section 3.  However, because flexible optical testing stands as one 

of the weaker links in current asphere manufacturing, it is oftentimes more natural to adopt a metrology-related measure.  

In particular, it is the slope of the departure from a best-fit sphere that is the prime key to optical testability.  In Section 4, 

we explain related ideas to facilitate “design for manufacture” efforts that follow upon adopting such a thing as an 

alternative measure of aspheric shape.  A simple demonstration is presented in Section 5.   

2. EVEN SIMPLE THINGS CAN BREAK 

 Much as in Eq.(1), it is often effective to express a general entity as a linear combination of specific elements.  

Different sets of values for the associated coefficients then characterize the particular entities of interest.  As indicated in 

Fig. 1, a trivial example is that the displacement between any two points in a plane can be expressed as a linear 

combination of just two displacement vectors in that plane provided the vectors are not degenerate.  That is, such a 

process can represent all possible displacements provided that the only combination of the two vectors that gets you right 

back to where you started, is when the associated coefficients are both precisely zero.  In this case, the vectors are 

referred to as a basis.  While these ideas are extremely familiar, it can be helpful to revisit the possible difficulties and 

failure modes when working with different bases in just a two-dimensional world.   

 

Fig. 1.  The thick red and blue displacements form a basis in two dimensions: the displacement between the black dot and 

any other point, such as those marked in grey, can be expressed as a unique linear combination of scaled versions of 

these two basis elements.  In principle, this works provided the basis elements are neither parallel nor of zero length.   

 When picked at random, two non-zero plane vectors are almost never precisely degenerate.  It’s clear, however, that 

while virtually all such bases are non-degenerate, some are more nearly degenerate than others and this simple 

observation underlies the ideas in the following sections.  To quantify such a notion, we need to talk in terms of the 

distance between two points, i.e. in terms of the magnitude of a displacement.  If our problem does not explicitly have an 

identified metric, we must introduce one.  Strictly speaking, we must introduce an inner product, written as p q, which 

brings an associated metric given by | p |2 = p p.  When the inner product is chosen so that this norm has a physically 
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significant interpretation, we can reap significant benefits regardless of whether we’re working in a two-dimensional 

space or a space of higher dimension; more dimensions means only that we’ll need more elements in the basis.   

 In terms of the sketch in Fig. 1, it is instinctive to adopt the familiar distance on the page as the metric.  (In this 

case, and again later in this section, the relation     p q = {| p+q |2 | p |2 | q |2} / 2  can be used to determine an associated 

inner product.)  In practice, the familiar notion of tolerancing within design makes us think of each of the grey points as a 

disc of some specified radius.  This non-zero radius is the analogue of our tolerance, and we can now contemplate the 

number of digits needed in the coefficients when combining these basis elements to meet any particular tolerance.  If the 

basis elements were of wildly different lengths, efficiency would demand that more significant digits be used for the 

coefficients associated with longer basis elements.  Once we have a meaningful metric, such cumbersomeness can easily 

be avoided: rescale the basis elements so that they have the same length.  In particular, if we make them have unit 

length, the coefficients in any combination then tell us the length of each of the superposed legs.  The coefficient values 

can therefore be given an immediate, intuitive tolerance.  More important than normalization, however, is degeneracy.   

 Suppose that the angle between the basis elements in Fig. 1 happened to be a micro-radian and that each vector is 

normalized to unit length.  If we accept a tolerance of a few nanometers, the digits below the decimal point in our 

coefficients become insignificant when we use nanometers as their unit of length.  On the other hand, all digits above the 

decimal point must be retained or we will not meet spec.  Now, any displacement of up to one micron in a direction that 

is nominally parallel to the almost common direction of the basis elements can be characterized by combinations with 

coefficients {0,DDD}, or equivalently {DDD, 0}, where   D  represents a decimal digit.  (Sign bits can be ignored in this 

discussion.)  In this sense, there are just three significant digits for such moves.  By contrast, moves of up to one micron 

that are roughly at right angles to this are necessarily characterized by combinations with coefficients 

{DDDDDDDDD,DDDDDDDDD} .  Even though this represents only a one-micron move, all eighteen of these digits 

are significant.  This follows from cancellation: because the basis elements are only a micro-radian apart, the move 

  {109, 109} will carry us along by two meters, but   {109, 109} brings us back to within a micron (i.e. 103nm) of where 

we started.  That is, in each component, we lose six significant digits through cancellation when using this basis.  Such 

near-degeneracy is clearly problematic.  We’d like to think that we’d never encounter such extreme cases in practice. 

 

Fig. 2.  The absence of cancellation makes for more intuitive and efficient moves when the basis elements are orthogonal.  

To emphasise the distinction, the basis and moves of Fig. 1 are retained as a lightly coloured backdrop.   

 If the angle between these basis elements happened to be 90 , i.e. they are orthogonal, Pythagoras tells us that each 

of the legs in a superposition is always shorter than their sum.  (More formally, from     | p+q |2 = | p |2 + | q |2 +2 p q  it is 

easy to see that | p+q |> | p | whenever p q = 0 .)  Consider Fig. 2.  Because the magnitude of each coefficient is 

therefore now less than a micron, it follows that any one-micron move can be characterized by no more than 

    {DDD, DDD}.  (Of course, if a move of interest happens to line up with one of the basis elements, no more than three 

digits is required, as before.)  Crucially, when these basis elements are orthogonal, we never need more than six digits 

for one-micron moves.  To scale up the allowed moves from one micron, we just strap on another digit to each of the 

coefficients for each additional decade.  This holds whether the basis elements are orthogonal or not.  The striking “  3 ” 

contrast in the digit count with that in the previous paragraph may appear to be a wild exaggeration of realistic scenarios, 

but we’ll now see that it is surprisingly easy to get totally bogged in the mire of near degeneracy.   
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 The “aconic departure” in Eq.(1) is just a particular polynomial decomposition.  Although such things are infinite-

dimensional problems —i.e.   M  must be made arbitrarily large for the most exacting purposes— we can cover a lot of 

ground by superposing just a modest number of elements.  For convenience, I’ll refer to those elements as a basis even 

when there is only a finite number of them.  We can learn a lot by considering a simple polynomial fit to the symmetric 

function, g(x) , that is plotted in Fig. 3.  The details of this function’s form are unimportant; the expression is given only 

for independent verification of what follows.  Suppose we want to fit this 1µm lump with about a nm-level tolerance.  A 

mean-square measure of the fit error seems appropriate in this case with whatever weighting we prefer when averaging 

over the aperture.   
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Fig. 3.  A generic function to consider fitting with a polynomial.  We’ll think of it as a 1µm lump on a 60mm CA.   

 Perhaps the simplest option is to use a basis of monomials, namely of     {1, x
2, x

4, ... x
2M }, together with uniform 

weighting.  The standard least-squares fitting methods
5
 lead to an associated matrix that turns out to be so ill-conditioned 

that —even with double-precision numerics— serious trouble starts as early as M = 4.  If instead we write x
max

= 30.0  

and 
    
u = x / x

max
, the monomials can be normalized in peak value to     {1, u

2, u
4, ...u2M } and we now fit     g(u xmax )  over 

    | u |< 1.  This simple step allows the fit to include a few more terms without hitting the wall of catastrophic numerical 

round-off.  It also means that the fit coefficients all have dimensions of length and we can round them off at the decimal 

point when we use nm units.  With this normalized basis and     M = 8 , the coefficients are found to be  

 {1000, 11025, 59081, 196307, 428249, 609547, 541145, 270522, 57929}nm. (2) 

The error in the associated fit is around 1nm rms.  In this case, these terms that approach one million nm add up to no 

more than the 1000nm of our 1µm lump.  That is, for this particular function we are losing three digits through 

cancellation in several of these coefficients.  The number of significant digits that we must retain in each coefficient can 

be seen at a glance at the list: we have 50 digits overall.  More generally, it is evident from Fig. 4 that this basis, with 

    M = 8 , has the potential for losing six significant digits through cancellation.  It’s no surprise therefore that fitting with 

this basis is so ill-conditioned.  Also note that it is only the basis itself that enters Fig. 4;     g(x)  is irrelevant.  (It turns out 

that by     M = 16, twelve digits are lost, so there’s simply no hope of fitting with large numbers of coefficients in this 

way.)  One immediate and sobering consequence is that we can increment (or decrement) all of the elements in Eq.(2) by 

the corresponding coefficients from the expression in Fig. 4 while leaving the error in the resulting fit at the 1nm level.  

Remarkably, the list of coefficients is almost unrecognizably changed, e.g. the third last coefficient can be anywhere 

between   541145 212992  and   541145 + 212992 , yet the goodness of fit remains essentially the same.  These are clear signals 

that our wheels are falling off.   
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Fig. 4.  The expression plotted establishes that, for normalized monomials with M = 8, six significant digits are lost through 

cancellation: individual terms soar to hundreds of thousands when |u|  1, but nowhere is their sum larger than unity.   
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 The traditional representation is even more broken…  To appreciate this, we must use the un-normalized basis, and 

the associated list then holds coefficients with different dimensions.  When the units are the conventional appropriate 

powers of mm, the rescaled coefficients from Eq.(2) are  

 {9.99534e 4, 1.22503e 5, 7.2939e 8, 2.69283e 10, 6.52718e 13,  

 1.03227e 15, 1.01826e 18, 5.65594e 22, 1.34572e 25}. (3) 

To within round-off, the associated fit is identical to that given by Eq.(2).  In contrast to that earlier list, however, it’s not 

at all clear how many of the digits in Eq.(3) are significant.  Remember that although we are fitting a 1µm lump to nm 

accuracy (hence you might expect to need only three or so digits per coefficient) it followed from the normalized 

monomials considered above that we actually need about six digits per coefficient because of cancellation.  It follows 

that almost everything in the awful list in Eq.(3) is significant.  This is the closest analogue of the most widely used 

representation in asphere design and characterization.  [In fact, if     g(x) 1 is taken to be a sag, then Eq.(3) is essentially 

the conventional representation with   = 1 and the second element in Eq.(3) is just     c / 2 .]  The scary part is that the 

coefficients of Eq.(3) are entirely unintuitive.  They also hold over 70 digits of the sort that ultimately have to be handled 

on a day-to-day basis on the shop floor!   

 Normalization was just the first step discussed above.  The second was to orthogonalize the basis.  Whenever we 

are fitting based on mean-square error, the associated inner product between two functions, say f (x)  and g(x) , is just  

 
    

1

W (x )dx

 

 
 

 

 
 f (x) g(x)W (x)dx , (4) 

where the integral is over the aperture and W(x)  is some non-negative weight function.  Because polynomials have a 

natural order, the Gram-Schmidt process
6
 is an elementary and effective way to work progressively through our basis 

and subtract from each element all components that are parallel to any lower elements in the list.  For example,     {a, b} 

can be replaced by     {a, b (a b / a a)a} ; the second element is now orthogonal to the first, and it can be rescaled 

however we see fit.  With various particular weights, this process leads to a variety of standard sets of orthogonal 

polynomials.  Surprisingly perhaps, the details of the weighting function are unimportant and we can often adopt any 

convenient traditional set.  Even if we are performing a fit over a discrete set of points, i.e. the integral in Eq.(4) is 

replaced by a sum, the traditional polynomials defined by using an integral lead to well conditioned matrices in the 

discrete least-squares fit.   

 If, for example, Chebyshev polynomials
7
 are adopted, the basis is then     {T

m
(u) = cos[m arccos(u)], m = 0,2, 4...2M}.  

Trig identities can be used to see that these are indeed polynomials.  The first couple are obvious, namely     T0(u) = 1  and 

    T1(u) = u , and it follows from   cos(2 ) = 2cos2 1 that     T2(u) = 2u
2 1, etc.  [Note that     T16(u)  was also expanded in 

Fig. 4.]  If we now perform the fit considered above with this basis, the associated matrix is well conditioned: it is 

diagonally dominant with only a modest dynamic range in the values along the diagonal.  It is clear from the definition 

that this basis is normalized to unity in peak value.  The resulting coefficients can therefore once again be rounded to the 

nearest nm and the result impressively demonstrates the efficiency of fitting with an orthogonal basis:  

 {174, 314, 234, 145, 77, 35, 14, 5, 2}nm. (5) 

At first sight it may seem hard to believe, but this elegant fit is identical —to within round-off— to those in Eqs.(2) and 

(3).  Instead of 70 digits to get 1nm accuracy, we now have just 20.  Our simplistic two-dimensional geometric example 

was evidently not a wayward exaggeration: in that case we also saw a “  3 ” reduction in the digit count and lost as much 

as six significant digits per coefficient through cancellation.  This now sounds painfully realistic.   

 The efficiency that was just demonstrated is only one of the compelling benefits of orthogonal bases.  We saw that 

large coordinated changes can be made to the coefficients in Eqs.(2) and (3) while only negligibly changing the fit.  This 

further amplifies the difficulty in intuitively interpreting the coefficient values.  Eq.(5) is plainspoken by comparison:  

First, the mean square value of the function is simply a (weighted) sum of squares of these coefficients, so we see at a 

glance that these coefficients are fitting a function with something like a 1µm range.  Second, none of the digits in Eq.(5) 

can be changed without causing a non-negligible impact on the fit, i.e. every digit counts.  How else could 20 do the 

same job as 70 do?  Third, if we change the number of terms in our basis, all of the coefficients in Eqs.(2) and (3) change 

radically.  (Contemplate moving from the black dot to the point that is closest to the black cross in Fig. 1 if we did not 
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have the blue vector in our basis: a different amount of the red vector will be needed than when we have both vectors; 

the same is not true for Fig. 2.)  If drop to     M = 7  for Eq.(5), however, the best fit is found by simply deleting the last 

term; all the other coefficients remain untouched.  What is more, it is transparent that the resulting fit error will be about 

2nm.  [Incidentally, it is now clear that the change to the coefficients in Eq.(2) when the last member is dropped amounts 

to subtracting about 2T16(u)  from that list, see Fig. 4.]  Fourth, and perhaps most impressive of all is that, while we have 

seen that monomials totally fail by about     M = 16, efficient algorithms can be developed to fit with orthogonal 

polynomials to arbitrary accuracy.  Although unnecessary in this context, it’s even possible to employ as many terms as 

required to get full numerical precision of the arithmetic platform, e.g. double-precision accuracy.   

 While simple solutions are oftentimes the best of solutions, this discussion concerns a counter example to that 

pattern.  The contrast between Eqs.(3) and (5) on top of the benefits that were just listed clearly motivates a remedy for 

the ills that can be expected when using the monomial basis of Eq.(1).  We now see why that simple expression is sure to 

break down when, as is becoming increasingly common, the sum involves more than just a few elements.  Even with six 

members in the basis, one aspect of the trouble with Eq.(1) is demonstrated in Fig. 5.  Luckily, the repair tools are 

already in hand.   

�1.0 �0.5 0.5 1.0

�1.0

�0.5

0.5

1.0 u2�m�4 m � 0
m � 1
m � 2
m � 3
m � 4
m � 5

341.86 u4�3418.6 u6�12431.25 u8�21037.5 u10�16830 u12�5148 u14

u

 

Fig. 5.  When normalized to a peak value of unity, the first six members of the basis in Eq.(1) are plotted here in a spectrum 

of colours.  Just as the curve in Fig. 4 demonstrated a loss of six significant digits for a standard nine-member 

monomial basis, this new dotted curve further demonstrates that for an M-member monomial basis, we’ll again lose 

about 0.7M digits through cancellation.  That is, four to five digits will already be lost when using this particular basis 

with only six members.   

 

3. GENERAL-PURPOSE ASPHERES 

 There are a couple of things to resolve in order to be specific on a fix for Eq.(1).  The first thing is to choose a 

measure for the additive polynomial.  Much as above, it seems appropriate to adopt the mean square of the deviation 

from the conic sag, where we now take the average over the circular aperture of radius 
  max

= CA / 2 .  It might appear 

that we should consider ignoring the factor of   
4  and simply adopt the rotationally symmetric elements of the familiar 

polynomials on a disc that are orthogonal under this metric, namely the Zernikes.  However, because the polynomial 

would then not start at 4 , the additive piece would change the axial intercept and curvature of the surface.  This 

unnecessary complication would make it more awkward to constrain a system’s first-order optical properties: the 

constraints would involve all the polynomial coefficients instead of just the axial curvatures and lens thicknesses.  In 

other words, such an option would improve efficiency, but at a slight hit to effectiveness.  Things are no more 

complicated if we explicitly retain that factor of 4 , so let’s keep it.   

 Given the form of the additive piece in Eq.(1), the associated inner product between two such pieces is naturally 

taken to be proportional to  

 d

0

max 

 

 
 

 

 

 
 

1

{ 4
P( 2 /

max

2 }{ 4
R( 2 /

max

2 } d

0

max 

 

 
 

 

 

 
 
=

max

8
P(x)R(x) x4dx

0

1

, (6) 
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where   P  and   R  are generic functions defined over the interval [0,1] and     x = ( /
max

)2 .  If we replace   R  by   P  in 

Eq.(6), the left-hand side is precisely the area-based mean square value of     
4
P( 2 /

max

2 ) over the aperture.  It follows 

that an effective set of orthogonal polynomials —written as     Qm
con (x)— for the deviation from the conic sag satisfies  

  

    

Qm
con (x)Qn

con (x) x4dx

0

1

= hm m n , (7) 

where 
  
h

m is a normalization constant and 
  m n

 is zero whenever   m n and it is unity otherwise.  The     x
4  term in Eq.(7) 

is just a particular weighting function, and it is easy now to build the associated basis by using the Gram-Schmidt 

process discussed in Section 2.   

 It so happens that the weight in Eq.(7) is a standard one and the associated orthogonal polynomials are scaled 

version of certain Jacobi polynomials
7
.  In particular, if we choose the elements to have a peak value of unity then  

     Qm
con (x) = Pm

(0,4)
(2x 1) . (8) 

With this choice, Eq.(1) is to be replaced by  

 

    

z( ) =
c

2

1+ 1 c
2 2

+ ( /
max

)4
am Qm

con[( /
max

)2 ]

m=0

M

. (9) 

The scaling inside the factor on the sum means that all the additive elements are normalized to unity in peak value.  Each 

  
a

m
 therefore has the dimensions of length and gives the peak value of that contribution to the sag.  It follows from Eq.(7) 

that the departure from the conic sag in Eq.(9) when squared and averaged over the aperture turns out to be given by a 

sum over m of     am

2 /(2m+ 5) .  In this sense, these coefficients can be directly interpreted in terms of both peak and rms 

contributions.  As in the previous Section, because we’ve normalized to peak value rather than mean-square value, the 

significant digits are immediately apparent in the coefficients of a superposition.  It is again convenient in this discussion 

to use nm units for
  
a

m
.  The first six members of this basis are plotted in Fig. 6 and are given by  

 

    

Q0
con (x) =1, Q1

con (x) = (5 6x), Q2
con (x) =15 14x (3 2x),

Q3
con (x) = {35 12x [14 x (21 10x)]},

Q4
con (x) = 70 3x{168 5x [84 11x (8 3x)]},

Q5
con (x) = [126 x (1260 11x{420 x [720 13x (45 14x)]})].

 (10) 

 There are some useful tools for working with a simple implementation of this basis.  To convert from the traditional 

representation in Eq.(1) to this basis, the coefficients     {a0 ,a1,... a5} can be found by using  

 

1

2
A14 Ρmax

14 � 5

9
A12 Ρmax

12 � 5

8
A10 Ρmax

10 � 5

7
A8 Ρmax

8 � 5

6
A6 Ρmax

6 � A4 Ρmax
4

7

22
A14 Ρmax

14 � 14

45
A12 Ρmax

12 � 7

24
A10 Ρmax

10 � 1

4
A8 Ρmax

8 � 1

6
A6 Ρmax

6

3

22
A14 Ρmax

14 � 6

55
A12 Ρmax

12 � 3

40
A10 Ρmax

10 � 1

28
A8 Ρmax

8

1

26
A14 Ρmax

14 � 1

45
A12 Ρmax

12 � 1

120
A10 Ρmax

10

1

154
A14 Ρmax

14 � 1

495
A12 Ρmax

12

A14 Ρmax
14

2002 . (11a) 

Another useful result is that, when the CA is changed by a factor of , the coefficients     {a0 ,a1,... a5} that describe the 

same shape, but over the modified domain, can be found from the original coefficients by using  

Proc. of SPIE Vol. 7100  710002-7
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Fig. 6.  Plots of the first six elements of the orthogonal basis defined in Eq.(8), and to be used according to Eq.(9).   

 

 As an example of an asphere from a real system, the following case was specified to us in terms of departure from a 

conic over a CA of 134mm.  The traditional coefficients, namely     {A4 , A6 ,... A16}, in appropriate inverse power of mm 

were  

 {8.53607e 8, 3.78143e 12, 3.02101e 16, 1.76613e 19, 6.17497e 23, 1.23111e 26, 9.85514e 31}. (12) 

When converted to     {a0 ,a1,... a6} over this CA, these coefficients are reduced to  

 {1274697, 116560, 9502, 81, 195, 79, 20}nm. (13) 

In this particular case, there is a “  2 ” reduction in the digit count while characterizing the surface to the same accuracy.  

While such a gain in efficiency is not necessarily universal, this result is much as expected.  Part of the inefficiency of 

Eq.(12) is made evident by adding a seven-element cousin of the dashed curve in Fig. 5: it is sobering to verify that this 

departure from a conic is changed by never more than 2nm across the whole aperture when these coefficients are 

replaced by  

 {8.53070e 8, 3.62186e 12, 4.79831e 16, 7.91551e 20, 3.35262e 23, 8.16891e 27, 7.42687e 31}, (14) 

 {8.53607e 8, 3.78143e 12, 3.02101e 16, 1.76613e 19, 6.17497e 23, 1.23111e 26, 9.85514e 31}. 

The original values are reproduced in grey for easier comparison.  Notice that the central few coefficients have been 

changed by as much as a factor of two and this clarifies one aspect of the difficulty in interpretation, i.e. ascribing 

meaning to these numbers.  From the fact that the mean square value is just a weighted sum of squares —as discussed 

after Eq.(9)— it follows that the new basis cannot admit such compensating changes that effectively cancel one another.  

Unsurprisingly, when Eq.(14) is mapped to the new basis, the result is  

 {1274697, 116559, 9502, 82, 196, 80, 15}nm, (15) 

 {1274697, 116560, 9502, 81, 195, 79, 20}nm. 

In this representation, it is obvious that this departure is just a minor variant of Eq.(13) (reproduced here in grey): the last 

coefficient has lost five nms, and four others have grown by a single nm.  In contrast to Eq.(14), these numbers have 
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transparent significance.  Upon inspection of Eq.(15) it is clear, for example, that the departure is just over 1mm in peak 

value.  The transparence and uniqueness of these characterizations may be helpful for patents among other things.   

 Together with the benefits discussed at the end of Section 2, it is clear that Eq.(9) holds significant promise for 

general purposes as the industry moves to more complex and stronger high-precision aspheres.  Another point of interest 

for designers is that Eqs.(14) and (15) suggest that this basis also promises to be a workable framework for tolerancing 

aspheric shapes.  Perhaps more important for current design purposes, however, is the basis discussed next.   

 

4. COST-EFFECTIVE ASPHERES 

 Aspheres are far more cost-effective if they can be fabricated without dedicated null-optics.  Given the impressive 

capabilities of interferometric tests, it is natural to seek design solutions where the aspheres are constrained to remain 

below some fraction of the associated Nyquist limit.  For such mild aspheres, the detector plane is effectively just a 

scaled replica of the direction cosines of the normals to the best-fit sphere.  On a sphere, these direction cosines are 

proportion to , so the sag of Eq.(1) is again a convenient representation: measured figure error and aspheric departure 

linearly map from the pixels of the detector to the plane with coordinates     (x, y) = ( cos , sin ).  The measured phase 

is not simply proportional to the deviation in sag from the best-fit sphere, however; instead, a consequence of the normal 

incidence of the test wave is that the measurement accurately corresponds to twice the displacement from the asphere 

under test to its best-fit sphere along the local surface normal.  The associated fringe density is therefore proportional to 

the rate of change of this deviation.  In particular, the Nyquist limit corresponds to a change in this normal deviation by 

one-quarter of the test illumination’s wavelength between adjacent pixels.  Due to corruption by retrace effects, accuracy 

is generally assured only if the fringe density is everywhere well under this resolution limit.  It follows that, rather than 

use the mean-square sag-based departure from a conic when working with mild aspheres, it is more effective to use the 

mean-square slope of the normal departure from the best-fit sphere as the measure of an asphere.  Accordingly, it’s 

appropriate to adopt a different metric —and its associated inner product— as the foundation of an alternative orthogonal 

basis.  While the benefits discussed earlier are retained for mild aspheres, a new advantage is gained in this way.   

 The best-fitting sphere for a rotationally symmetric surface can be chosen to coincide with the asphere at both its 

axial point as well as its perimeter.  Minor modifications from this best fit are possible, e.g. to minimize the maximum 

absolute deviation, but the distinctions are insignificant for the current purposes.  In these terms, and using the sag 

function defined in the Introduction, it follows that the curvature of the best-fit sphere, say 
    
c

bfs
, is given by 

    cbfs
= 2 f (

max
) /[

max

2
+ f (

max
)2 ].  In place of Eq.(9), it is now more effective to express the sag as deviation from the 

best-fit sphere, where the added departure must therefore vanish at the edge.  This suggests that we write  

 

    

z( ) =
c

bfs

2

1+ 1 c
bfs

2 2
+

x (1 x )

1 cbfs
2

max
2

x
am Qm

bfs (x)

m=0

M

, (16) 

where, as in the previous section,   x  is used as a shorthand for   ( /
max

)2 .  The factor in front of the sum serves two 

purposes: the denominator is just the cosine factor that converts a departure along the surface normal into a sag change, 

and the numerator forces the additive piece to vanish on the axis and at the perimeter.  This form for the aspheric 

departure therefore leaves the curvature of the best-fit sphere intact while also allowing for modification of the axial 

curvature.  If we write u = /
max

, the slope of the aspheric departure along the surface normal of any single term in the 

sum is therefore proportional to  

 
    
Sm (u) = d

du
u

2 (1 u
2 )Qm

bfs (u2 ){ }. (17) 

 Recall that it is the mean square slope that is now the measure of interest.  In this case, to help limit the peak slope, 

it is effective to introduce a non-uniform weight to Eq.(6) and we therefore adopt an inner product between two 

functions, say S  and T , of the form  
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, (18) 

where     w(u)  specifies the relative weight across the aperture.  The peak slope turns out to be constrained nicely with the 

particular choice of     w(u) =1/[u 1 u
2 ].  With this, it is now possible to solve for the coefficients within the polynomials 

    Qm
bfs (x)  to make the slope functions defined in Eq.(17) orthogonal and normalized according to the inner product of 

Eq.(18).  That is, we start with Q0
bfs (x)  as a constant that is normalized so that Eq.(18) evaluates to unity when     S(u)  and 

    T(u) are both taken to be     S0 (u) .  Higher-order members of     Qm
bfs (x)  are determined progressively by requiring that each 

new corresponding     Sm
(u)  be orthogonal to all the lower-order slope members by using Eq.(18) and then normalizing the 

result as for Q0
bfs (x) .  The first six members of the resulting set of slope functions are plotted in Fig. 7.  The associated 

non-standard polynomials are plotted in Fig. 8 and given by  

 

    

Q0
bfs (x) =1, Q1

bfs (x) = 1

19
(13 16x), Q2

bfs (x) = 2

95
[29 4x (25 19x)],

Q3
bfs (x) = 2

2545
{207 4x [315 x (577 320x)]},

Q4
bfs (x) = 1

3 131831
(7737 16x{4653 2x [7381 8x (1168 509x)]}),

Q5
bfs (x) = 1

3 6632213
[66657 32x (28338 x{135325 8x [35884 x (34661 12432x)]})].

 (19) 
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Fig. 7.  Plots of the slope functions defined in Eq.(17).  It is these that are required to be orthogonal and have weighted mean 

square values of unity.  
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Fig. 8.  Plots of the first six elements of the orthogonal basis that is used in Eq.(16).   
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 As in the previous sections, 
  
a

m
 all have dimensions of length.  However, because the plots in Fig. 8 are not 

normalized to a peak value of unity, the coefficient values do not translate directly to the associated maximal change in 

sag.  As a result, the tolerance on the coefficient values is looser by a factor of four or so.  Instead, the definitive property 

of this representation is that it has been constructed so that the (weighted) mean square slope of the normal departure 

from a best-fit sphere is given simply by  

 

    

1

max

2
a

m

2

m=0

M

. (20) 

It follows that, when designing an aspheric system with this basis, it is straightforward to constrain rms slopes on each 

asphere to be below some fraction, say  where 0 < <1, of Nyquist.  As indicated above, when testing in reflection, the 

Nyquist slope corresponds to a change in the normal aspheric departure between adjacent pixels of   / 4 .  When the 

aperture is imaged onto an   N N  detector, it follows that the constraint on the rms slope can be achieved by requiring  

 

    

a
m

2

m=0

M

< ( N / 8)2 . (21) 

Of course, both the magnitude of the aspheric departure and the rate of change of the local principal radii of curvature 

over the aperture are also constrained as a result.  These reductions enhance manufacturability because when a part’s 

local curvatures vary more slowly, for example, the fabrication difficulties associated with non-uniform tool-fit are 

relieved.  The prime intent of this constraint, however, relates directly to what is currently the weakest link: testability.   

 One issue that the design software must handle when using this basis and computing first-order optical properties is 

that the asphere’s axial curvature is not the same as the best-fit curvature.  In particular, it is impacted by each of the 

constant terms from the expressions in Eq.(19):  

 

    

c
axial

= c
bfs

+
2

max

2
a

0
+ 13

19

a
1

+ 29 2

95
a

2
+ 207 2

2545
a

3
+ 2579

131831

a
4

+ 22219

6632213

a
5

 

 
 

 

 
 . (22) 

This seems a modest price to pay in order to gain the benefit of Eq.(21).  What’s more, all such details are ultimately 

hidden within optical design software packages; the design community need only appreciate the plots in Fig. 8 and the 

utility of Eq.(21).  Because it is intended for the design of systems that contain mild cost-effective aspheres, it is not 

expected that there will be significant need for large numbers of elements in this basis.  With just six coefficients, it is 

also important to appreciate that, thanks to the specific choice of the weight function, the peak absolute slope value is 

never more than about 3.5 times the result given by Eq.(20).  In fact, the two values are usually much closer.  What’s 

more, this ratio is typically further reduced in the test configuration by selecting the optical power in the measurement to 

reduce the peak slope.   

 

5. SIMPLE DEMONSTRATION OF THE DESIGN OF MILD ASPHERES 

 Non-standard aspheric surface representations can be defined readily in commercial design packages as user-

defined surfaces.  In fact, dynamically linked libraries that implement the bases discussed in Sections 3 and 4 are also 

available for some packages.  The parameters of the surface are, of course, the coefficients 
  
a

m
 as well as 

  max
.  Operands 

can be used to readily enforce constraints on the sum of the squares of the coefficients.  Designing aspheric systems with 

either of the two bases discussed above involves updating the lens CA (or 
  max

) as part of the optimization and this is 

realized here through a “pick-up”.  This is especially important for Qm
bfs (x)  in order for the root-sum-square of the 

associated coefficients to accurately yield the rms slope of the aspheric departure through Eq.(20).  This particular basis 

is demonstrated here in what is intended to be a run-of-the-mill application: the six-element Double Gauss system of Fig. 

9 is used to provide a simple example of designing with mild aspheres.  Any lens program would suffice, but Zemax™ is 

used for this example, and the system in Fig. 9 happened to be included as a sample with that software package.  We 

attempt to extend its performance at a single wavelength (0.5876 m) to a 17° semi-field with aspheres.  Initially, all 
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surfaces except for the two embedded planos are set as user-defined surface types with 7 parameters for     Qm
bfs (x) : 

  max
 

plus six asphere coefficients, see Eq.(16).   

 For the all-spherical design optimized over the extended field, the rms wavefront error vs. field is presented in Fig. 

10(a).  The peak of the rms wavefront error is roughly 0.6  at about 10.5°, and the mean error averaged over the field is 

0.49 .  Next, in addition to the standard pupil sampling ray/wavefront operands, the QBfs aspheric coefficients of the 

eight surfaces are activated as optimization variables.  Constraints should be added to the merit function for each QBfs 

surface (the copy-and-paste Zemax interface feature comes in handy here) as shown in Table 1.  The PMVA operands in 

Table 1 return the a
m

 values, with no weighting in the merit function.  The QSUM operand computes the rss of the 

preceding 
  
a

m
-parameters (for Surface 1 here), and the OPLT operand constrains this sum (the value of 0.0037 is 

equivalent to ~0.1 Nyquist for Npix = 500 and  = 0.5876 m).  If a large weight is placed on this constraint, the rms slope 

of the aspheric departure is automatically constrained to be less than this value during optimization.  Notice, incidentally, 

that although we have simply used the same value for the operating wavelength of the system as well as for the test 

wavelength, this would not normally be the case.  Also notice that 
max

 is updated as a pick-up in this iterative process.   

 

 

Fig. 9.  An all-spherical f/3.2 double Gauss system with a semi-field of 14° is used for demonstration.   

 

 

Fig. 10. (a) RMS wavefront error vs field for the all-spherical system.  (b) RMS wavefront error vs field for the system 

optimized with eight QBfs surface types all constrained to 0.1 Nyquist.   
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Table 1.  QBfs-specific block of operands (Zemax merit function format).   

 The rms wavefront performance is presented Fig. 10(b) for the optimized system where all eight non-plano surfaces 

have been aspherized, and the rms slope of each surface constrained to not exceed 0.1 Nyquist.  The rms wavefront error 

averaged over the field is reduced by 55% from 0.49  to ~0.22 .  Rather than aspherize everything, we can ask if 

allowing just one or two slope-constrained aspheres would lower the wavefront error to a comparable level.  By 

examination of the constraint costs when all 8 surfaces are enabled, some of the aspheres can be eliminated immediately 

as ineffective.  However, we have yet to devise a foolproof method for selecting the particular surface or pair of surfaces 

that would be most effective in reducing wavefront error if converted to constrained aspheres for a general lens system.  

Thankfully it is not too difficult to run through several combinations of systems with one or two aspheres.  Using the 

field-averaged rms wavefront error as a single figure of merit, Table 2 shows the percentage reduction from the all-

spherical lens when the most effective surface(s) are enabled as constrained QBfs aspheres.  The leftmost column in 

Table 2 indicates the level of the slope constraint in Nyquist units.  Notice that two mild aspheres (0.1 Nyquist-limited) 

perform as well as the best single, strong asphere.   

 

 

Table 2.  Relative change of field-averaged rms wavefront error from the best all-spherical system [see Fig. 9 and 10(a)] and 

for systems with one or two constrained aspheres.  Thicknesses were held fixed, but the non-zero bfs curvatures varied. 

 

 The departure and slope for Surface 7 when it is the only asphere and has rms slope constrained to 0.75 Nyquist is 

presented in Fig. 11 (in red).  The corresponding plots are overlaid (in green and blue) for a pair of aspheres constrained 

to 0.1 Nyquist.  For reference, the coefficients of these particular aspheric departures are  

 {22230, 11947, 8057, 6538, 3664, 1320}nm, (23) 

 {1751, 845, 2591, 1710, 175, 248}nm, (24) 

 {1793, 3171, 501, 142, 113, 11}nm. (25) 

Notice in Fig. 11(b) that the peak absolute slope is just a factor of two higher than the rms.  It is also clear that by 

exploiting the power freedom in the interferometric test (which is equivalent to redefining the best-fit sphere to allow a 

non-zero value at the aperture’s edge) it is possible to reduce the peak value in the slope for the case of a stronger 

asphere by perhaps 30-40%.  It is the weighting in the definition of the rms slope —discussed after Eq.(18)— that helps 

to constrain the ratio of the peak to rms slope.  For confirmation, synthetic fringe maps for tests of these parts are 

presented in Fig. 12 for a   500 500 pixel detector.  It is impressive that the two-asphere solution achieves the same 

performance with two heavily slope-constrained aspheres in place of one significantly stronger asphere.  The main point 

of this example, however, is to demonstrate that the basis of Section 4 is effective in its intended purpose of supporting 

the design of cost-effective aspheres.  Its focus on mild aspheres makes us suspect that     Qm
bfs (x)  will only ever be used 
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with a modest number of terms.  Useful implementations of related design tools are therefore possible with the equations 

given in Section 4.  For Qm
con (x)  on the other hand, we have implemented a robust code library that can work efficiently 

to arbitrary orders and provide services like derivatives, change of aperture size, and change of basis.  Notice that, in 

terms of efficiency in the description of the final design, it is possible to round each 
max

 to two or three digits provided 

that the associated coefficients are then modified to preserve the surface shape, e.g. see Eq.(11b).  Similar processes are 

used for scaling the pupils of Zernike decompositions
8
.  An analogous transformation is possible for Qm

bfs (x) , but it 

involves a change of 
    
c

bfs
 and a least-squares fit.   
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Fig. 11.  Plots of aspheric departure along the direction of the surface normal, and its slope scaled to Nyquist units.  The red 

curve is for a single strong asphere on Surface 7, i.e. the first surface after the stop in Fig. 9.  The green and blue curves 

are for mild aspheres on Surfaces 1 and 7, respectively.  The rms slope includes a weighting that emphasizes the values 

near the aperture’s centre and edge, and it is this that brings the slope back towards zero at the edge.  Importantly, this 

strong single asphere and the mild pair of aspheres deliver the same rms wavefront error for the system.   

 

Fig. 12.  Simulated fringes are plotted for interferometric tests in reflection of the aspheres of Fig. 11; the left and right 

halves of (a) are for Surfaces 1 and 7, respectively, while (b) is for the strong asphere on Surface 7.  Aliasing is plain to 

see in the fringes for the stronger asphere.  Keep in mind that, well before Nyquist is reached, higher fringe densities 

are typically associated with loss of modulation and significantly decreased measurement accuracy.   
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6. CONCLUDING REMARKS 

 The asphere representations described above were developed to avoid some of the difficulties encountered in the 

traditional monomial basis while also providing some added capabilities.  Striking gains in the efficiency of 

characterizing an asphere’s shape are delivered with either of the two new bases.  Both of them lead to an intuitive set of 

coefficients and are expected to facilitate such processes as tolerancing, sensitivity analysis,
9
 and the specification of 

particular domains to be searched by global optimization algorithms.  The general-purpose basis of Section 3 is intended 

for characterizing aspheres that are unlimited by the familiar constraints of non-null interferometric metrology.  We also 

expected that new bases could facilitate the design process itself.  This may seem counterintuitive because, aside from 

the prefactor on the sum in Eq.(16), the changes discussed above amount to no more than a linear transformation of the 

traditional representation of aspheric shape.  Many aspects of optical design algorithms can (and, whenever possible, 

should) be required to be invariant —within round-off— under linear transformations of the coordinates.  In this context, 

however, it is well known that round-off can be a scourge.  What’s more, a number of benefits can be realised by locking 

in particular linear transformations at the outset.  For example, considerations related to Nyquist sampling limits in 

interferometery were instrumental in the development of the basis described in Section 4 as a tool for designing milder 

cost-effective aspheres.  This process was demonstrated in Section 5.  (Notice that this same tool is equally applicable for 

designing under constraints related to the line spacing on CGH nulls when stronger aspheres are used.)  Such gains are a 

bonus on top of the fact that, as discussed in Section 2, bases that are orthogonal and normal can be counted on to deliver 

a variety of impressive benefits in both efficiency and effectiveness.   
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